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Introduction

Over the past decades, publicmanagement and administration research
has generated a vast body of knowledge using survey research. Some
even argue that surveys have become the modus operandi for much
contemporary public management scholarship (Groeneveld et al.
2015). Indeed, a large share of published empirical evidence about
public management and administration comes from surveys about
such topics as work motivations (Steijn 2008; van Loon 2016), experi-
ences with red tape (Brewer and Walker 2010; Kaufmann and Feeney
2012), strategic management practices (Andrews, Boyne and Walker
2006) or citizen satisfaction with and trust of government (Van de
Walle, Roosbroek and Bouckaert 2008; Van Ryzin 2007). While the
sheer number of studies using data from surveys of public managers or
citizens has increased, so has the methodological advancement of sur-
vey research more generally. Most recently, public management scho-
lars have started using surveys collected in multiple countries (Bullock,
Stritch and Rainey 2015; Jilke 2015) and at different points in time
(Kjeldsen and Jacobsen 2013; Vogel and Kroll 2016), and have com-
plemented these undertakings with elaborations on survey measure-
ment (Jilke, Meuleman and Van de Walle 2015; Meier and O’Toole
2013). The aim of these efforts is to increase the empirical credibility of
survey research.

Yet critiques have increasingly pointed to the limitations of conven-
tional survey research to draw firm causal conclusions (e.g., Perry
2012). Problems of selection bias, spurious correlations, omitted vari-
ables or reverse causation constitute serious challenges (see Chapter 4
for more discussion of these issues). And indeed, the potentially endo-
genous nature of a great deal of public administration andmanagement
survey research has clear drawbacks. As Chapter 1 in this volume
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notes, this has led public management researchers to turn increasingly
toward experimental studies, including so-called survey experiments.
Survey experiments involve randomisation of question wording, text,
images or other information in a survey instrument that is administered
to a sample, often representing a larger population. Survey experiments
can be used to study a large variety of research questions, both sub-
stantive and methodological. When conducted on large, representative
samples, they combine the internal validity provided by randomised
experiments with the external validity provided by survey sampling.
Indeed, as Chapter 2 documents, survey experiments have been the
most common type of experimental research published in the top 20
public policy and administration journals. This chapter provides an
introduction to the use of survey experiments within the social sciences,
with a focus on their application to public management research.

History of Survey Experiments

The first appearance of survey experiments dates back to the late 1930s
when survey researchers began using so-called split-ballot experiments
to test the effects of varying question wording and question order.
The term ‘split ballot’ refers to the fact that researchers produced two
similar versions of a questionnaire (paper instruments back then) that
differed in terms of the wording or order of questions. One version of
the ballot was randomly administrated to half the respondents, the
other version to the other half, so that any differences in the results
obtained could be solely attributed to manipulations of question word-
ing or order. But because they had to be administrated in print, which
was clumsy and somewhat difficult to do properly, most of these early
studies manipulated only a limited number of rather basic elements in
the questionnaire.

Split-ballot experiments have a long yet often neglected history in
public opinion research. Bishop and Smith (1991) report from a series
of split-ballot studies that were conducted by Gallup (one of the first
survey research firms) from 1938 onward. These early Gallup experi-
ments had their heyday between 1938 and 1949 (see also Cantril 1944,
or Payne 1951). In the first 50 years of split-ballot experimentation,
Bishop and Smith identify more than 3,000 individual split-ballot
surveys, which have been conducted within 332 different polls (for
a meta-analysis of these experiments, see Bishop and Smith 2001).
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Indeed, most of these split-ballots were done for practical reasons:
pollsters simply wanted to find out which wording or question order
worked ‘best’. Applied public opinion researchers realised soon that
simple changes in survey question wording and ordering can have
profound effects on the results obtained. In other words, people’s
opinions or attitudes could be easily altered by how a question was
asked. This contributed to a realisation that citizens had less stable and
enduring attitudes and beliefs than previously assumed (Sniderman
2011). Besides public opinion firms such as Gallup, or the West
German Allensbach Institut fuer Demoskopie, which under the leader-
ship of ElisabethNoelle-Neumann extensively experimentedwith split-
ballots (see Noelle-Neumann 1970), public opinion researchers started
using split-ballots for more substantive research purposes such as
studying attitudes toward press freedoms, racial integration or welfare
spending. The resulting body of evidence that survey respondents can
be strongly influenced by the context, order and wording of survey
questions led researchers to develop a psychology of survey response
(e.g., Tourangeau, Rips and Rasinski 2000). Indeed, the study of the
cognitive aspects of survey methodology (CASM) has now become
a major area of investigation in the field of public opinion and survey
research.

With the introduction in the 1980s of computer-assisted telephone
interviewing (CATI) in telephone surveys, which had by then become
the dominant mode of survey data collection, the feasibility and com-
plexity of split-ballot designs increased. With CATI, complex varia-
tions of wording and order could be programmed into the system,
while telephone interviewers would see only the one version of the
questionnaire on a screen as they interviewed respondents. This per-
mitted researchers to expand the number of experimentally varied
factors in a questionnaire and to move beyond testing only methodo-
logical aspects of a survey, leading to a steep increase in survey experi-
ments from the 1990s onward. For example, Sniderman (2011) reports
about his efforts in 1994 to launch the Multi-Investigator Project,
funded by the National Science Foundation of the United States,
which eventually led to the establishment of the Time-Sharing
Experiments for the Social Sciences (TESS). Sniderman’s idea was to
administer one CATI survey in which multiple researchers could each
implement their own small survey experiment; thus, they ‘[ . . . ] would
do thirteen studies for the price of one’ (105). The Multi-Investigator
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Project was a great success and led to a wide range of important
publications in the field of public opinion research. But more impor-
tantly, it laid the foundations for a great share of modern survey
experiments.

What Are the Distinct Features of a Survey Experiment?

For public management researchers, survey experiments are particu-
larly attractive because they can be administrated to a large population
at a comparatively low cost by, for example, including them in an
existing data collection effort. Survey experiments allow researchers
to move beyond the limited scope of narrow and stylised research
questions that are typically examined using volunteers in a laboratory
(usually university students), by studying causal research questions
among a much larger, more diverse and often more representative
sample. In this way, survey experiments combine the internal validity
of experiments with the external validity of survey research, which, as
mentioned, is one of the key advantages of such studies. The defining
feature of a survey experiment is that the treatment (or intervention)
and outcome measure are both administrated to respondents in the
context of a survey instrument. They may be embedded in a larger
survey, possibly including other survey experiments, or other unrelated
survey items. But it could also be through a survey instrument whose
only purpose is the one experiment it entails. Survey experiments can
be included in a single survey, or in a series of surveys administrated to
the same individuals over time (sometimes referred to as a panel
survey). Second, a survey experiment entails randomisation of one or
more features of the questionnaire. This may include question wording
or ordering, but also textual alterations in the description of a scenario,
images or other types of information. However, it does not involve an
intervention implemented outside of the questionnaire, such as a policy
change in a community. In other words, if a survey is used only to
measure the outcomes, and the treatment is administered separately in
a social, organisational or laboratory setting, it is not a survey experi-
ment. Third, survey experiments are often used to make inferences
about a larger population. This is done, for example, by administrating
them to random probability samples. Yet various survey experiments
exist that do not meet this criterion, for example, survey experiments
administered to a voluntary subject pool or a convenience sample. For
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this reason, Mutz (2011) makes the distinction of a population-based
survey experiment, which refers to a survey experiment based on
a probability sample representing a population.

While a survey experiment administrated to a large probability
sample, representative of a specific population, allows generalising
treatment effects, we would argue that whether survey experiments
have to fulfil this third criterion depends on the purpose of the study
and the availability of prior theoretical knowledge about the manip-
ulation. In a similar vein, Gaines and Kuklinski (2011) argue that if
treatment effects ought to be homogenous, it would not matter to
whom we may distribute the treatment and whether our sample is
representative of any larger population in a strict sense. But if we
suspect treatment effects to be heterogeneous – varying by demo-
graphic or other characteristics – then the representativeness (or at
least sufficient variation on these characteristics) of the sample becomes
more of a concern. At the very least, we would then need to have
variation in the sample on those particular characteristics that interact
with treatment effects. Of course, it is often difficult to identify the
relevant characteristics in advance, which would depend on prior
research or theory.1 In addition, we would note that a large share of
treatment effects in the social sciences are likely to be heterogeneous.

But hybrid forms of survey experiments also exist. For example,
a survey experiment may be administrated to subjects within an experi-
mental laboratory, or within the field (see also Chapters 7 and 5 in this
book, respectively), and in doing so may be combined with behavioural,
or more unobtrusive outcomemeasures.Wemay call these hybrid forms
of survey experiments survey-in-the-field and survey-in-the-lab experi-
ments, acknowledging that it is not necessary to have pure forms of
experimental types. One example of a survey-in-the-lab experiment
is a recent study by Tummers and colleagues (2015) in which the
authors test the effects of red tape on respondents’ satisfaction with
a hypothetical passport application process. The experiment was con-
ducted within a classroom setting at two Dutch universities, where
versions of two questionnaires (low versus high red tape) were randomly
allocated to students. The study found that a more burdensome passport

1 Gaines and Kuklinski (2011) provide guidance on how to effectively ‘control’ for
such heterogeneous treatment effects, but see also Green and Kern’s (2012)
discussion about how to reduce scholars’ discretion in the choice of heteroge-
neous subgroups.
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application procedure decreased subjects’ satisfaction levels substan-
tially. The procedure of the experiment mirrored that of a conventional
survey experiment, but differed by its location, allowing investigators
to more closely control the data-gathering process. An example of
a survey-in-the-field experiment comes from James and Moseley’s
(2014) study on citizen responses to the performance of local public
services that randomly allocated different forms of performance infor-
mation in a questionnaire to respondents within a naturalistic setting,
the town centres of two UK cities. Respondents were recruited on the
go and administered a questionnaire that contained different types of
real information about local governments’ recycling service perfor-
mance. The experiment’s main difference to a conventional field
experiment was that subjects were aware that they were part of
a research project, although not an experiment, and that the means
for both delivering the treatment and collecting outcome measures was
a questionnaire. In addition to the outcome measures contained in the
survey, the experiment used an unobtrusive outcome measure of col-
lective voice by giving participants the opportunity to participate in
a public consultation about the service.

Different Kinds of Survey Experiments

While the basic thrust of a survey experiment involves a survey instru-
ment with randomisation of some aspect of the questionnaire, how
survey experiments are actually designed can vary substantially. They
may include classical split-ballots, list-experiments, factorial vignette
surveys or conjoint experiments, economic or social games or other
designs. These types of survey experiments can be roughly differen-
tiated by their primary purposes. While split ballots and list experi-
ments mainly aim to studymethodological issues, factorial vignette and
conjoint experiments are predominantly used to study substantive
questions. We introduce these different kinds of survey experiments
later, as well as present recent applications of the techniques in public
administration and management research, or related disciplines.

Split-Ballot Experiments

As noted already, split-ballot experiments are used mostly to probe
methodological or measurement issues. For example, they often aim to
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investigate the effects of systematically altering question wording or
ordering. In its most simple form, two questionnaires are randomly
allocated to respondents, including manipulating one aspect of the
questionnaire. For example, Presser and Schuman (1980) conducted
a series of split ballots to examine the effects of explicitly offering
a middle category in scales of survey questions about citizen attitudes.
They independently examined the inclusion of amiddle category across
five different domains: marijuana use, the Vietnam War, partisanship,
federal government control and divorce. In all of these split ballots,
respondents were randomly allocated to a version of the questionnaire
with, or without, amiddle category. Across all experiments, the explicit
mentioning of a middle category increased its usage substantially.
However, it did not affect the items’ univariate distribution, exemplify-
ing that those choosing themiddle category come from both ends of the
scale.

But there exist also applications with a more substantive flavour. For
example, a more recent split ballot experiment by Van de Walle and
Van Ryzin (2011) tests whether concrete versus specific evaluations of
public services are less likely to be influenced by individuals’ predis-
positions toward government. Therefore, they conducted a question-
order experiment among a large online sample of US citizens. In the first
version of the questionnaire, they asked three general questions about
satisfaction with public services, followed by 11 rating questions of
specific services. In the second version of the questionnaire, the specific
rating questions were asked first, followed by the more general satisfac-
tion questions. Respondents were randomly allocated to one of the two
versions of the questionnaire. The study found that some of the items of
the second version of the questionnaire displayed slightly higher, sta-
tistically significant performance ratings (about 3 per cent), but also
that general satisfaction items seem to prime more general predisposi-
tions toward government in the assessment of specific public services.
These results suggest that question order is not just a minor methodo-
logical consideration, but can lead to substantive differences in citizens’
evaluations of public services.

While more complex forms of split-ballot experiments also exist, the
basic notion of altering methodological-procedural aspects in the sur-
vey instrument remains the technique’s primary purpose. Indeed, mod-
ern survey administration techniques have given way to design more
complex split ballots, which, at times, resemble the design of related
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types of survey experiments, such as factorial designs, or list experi-
ments. Therefore, it has to be acknowledged that boundaries between
split-ballot experiments and related techniques seem not always very
clear.

List Experiments

Another form of survey experimentation that is predominantly con-
cerned with methodological aspects is the so-called list experiment or
item-count technique. The technique aims to reduce respondents’ dis-
honest or evasive answering behaviours, such as reporting about sub-
jects that are sensitive or socially undesirable (see, e.g., Chaudhuri and
Christofides 2007; Droitcur et al. 1991; Glynn 2013; Miller 1984; but
also Gossen 2014). In a list experiment, like with the split-ballot
approach, two versions of a list question are randomly allocated to
respondents. One version of the list contains the sensitive item; the
other version of the list does not. Respondents are then asked to report
how many items apply to them (without having to actually name or
endorse any one item). Then averages in responses between both ver-
sions are compared to tease out the net proportion of respondents who
would agree with the sensitive item.

A classic example comes from Kulinskis, Cobb and Gilens (1997),
who studied the prevalence of racial prejudice in the United States.
To do so, they designed a simple list experiment by asking: ‘Now I am
going to read you three [four] things that sometimesmake people angry
or upset. After I read all three [four], just tell me HOWMANY of them
upset you. I don’t want to know which ones, just HOW MANY.’
The first version of the questionnaire serves as a control group (also
called the baseline group). It includes a list of the following three non-
sensitive items:

(1) The federal government increasing the tax on gasoline;
(2) Professional athletes getting million-dollar contracts;
(3) Large corporations polluting the environment.

The second version of the question (i.e., the treatment group) just
adds one sensitive item that is thought to be subject to some form of
response bias (in this example, social desirability bias).

(4) A black family moving in next door.
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These two versions were randomly allocated to 275 respondents
from the South, and 886 respondents from other regions of the
United States. Kuklinski and colleagues then estimated the proportion
angered by a black family moving in next door, using a simple differ-
ence-in-means estimator (see also Blair and Imai [2012] for recent
advances in analysing list experiments). The difference between list
groups was 42 per cent in the South, meaning that 42 per cent expressed
anger at the idea of a black family moving in next door. There were no
significant differences between list groups in the other regions of the
United States. This finding clearly indicated stark differences in racial
prejudice in the South that were not captured with conventional public
opinion surveys at the time, presumably because of social desirability
bias in answering more direct questions about race.

Further possible areas of application of list experiments include
studying sensitive topics such as political support, voting behaviour,
charitable giving, support for extremist views, and corruption. Yet
despite its broad range of possible applications, very few list experi-
ments have been conducted to date in the field of public administration
and management research. One example is Kim and Kim’s (2013)
recent study of social desirability bias when measuring public service
motivation (PSM), which was conducted across four different country
settings: Japan, Korea, the Netherlands and the United States. They
studied respondents’ propensity to over-report on two aspects of public
service motivation, their attraction to public service and self-sacrifice,
as well as their levels of job satisfaction. Thus the list experiment
involved three different types of sensitive items:

(1) Meaningful public service is very important to me.
(2) I am willing to risk personal loss to help society.
(3) I like my job better than the average worker does.

This resulted in three experimental treatment groups that were com-
pared with the control group, which contained none of the sensitive
items, but only three non-sensitive statements. Their study finds clear
evidence for socially desirable responding for all three items, indicating
that conventional survey measures of PSM and the item on job satisfac-
tion are likely to be subject to over-reporting. Put simply, fewer people
are actually as motivated by public service and as satisfied with their
work than we might assume from only examining traditional survey
questions on these topics.
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Factorial (Vignette) Survey Experiments

Factorial experiments, or vignette studies as they are sometimes called,
have a long history in sociology, but remain relatively underutilised in
public management research, despite much potential. Introduced by
sociologist Peter Rossi (Rossi and Nock 1982) and further developed
by Guillermina Jasso (2006), factorial surveys provide a way to study
the components of positive beliefs and normative judgments (such as
fair wages, just punishments and appropriate welfare support).
In a factorial survey experiment, an object of judgment, or vignette, is
constructed with various features. Participants are then presented with
a set of vignettes and asked to rate or respond to each of them. In this
way, vignettes have the advantage of testing the causal effects of
various features or elements on judgment in a relatively unobtrusive
manner. As a result, they are often well suited for investigating sensitive
or socially undesirable attitudes that may be hard to study with more
direct questioning.

For example, in a study of just punishment by Miller, Rossi and
Simpson (1991), the vignettes involved randomised characteristics of
a crime and its punishment, including the criminal (gender, race, occu-
pation), the crime (violent, nonviolent, etc.), the victim (family, friend,
stranger, etc.) and the punishment (number of years in prison).
Respondents were shown up to 50 vignettes, and after each vignette
were asked to rate the fairness of punishment on a scale from ‘much too
low’ to ‘much too high’. Each deck of 50 vignettes was randomly
selected from the universe of thousands of possible combinations.
Each feature of the vignette is a randomised factor, orthogonal (uncor-
related) with other features of the vignette. As a result, the causal effect
of each factor on the final judgment can be estimated.

It should be pointed out that factorial surveys are almost always
within-subjects experiments, meaning each participant rates multiple
objects or vignettes, often many vignettes, as in the crime and punish-
ment study just discussed. As a consequence, experimental variation
within subjects (and not just between) can be examined. In some stu-
dies, participants rate each and every possible vignette, which can
number in the hundreds. However, fatigue and other methodological
effects can set in when too many vignettes are presented in one sitting.
As a result, researchers often create decks or sets of vignettes, rather
than presenting all of them. In either case, the within-subjects design of
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factorial surveys implies a much larger sample than in traditional
survey experiments. If, say, 100 participants rate 20 vignettes each,
the researcher has essentially 2,000 observations to work with.
Of course, these observations are clustered by respondent, so appro-
priate methods must be used (such as clustered standard errors or
multilevel modelling). Still, the enhanced statistical power of factorial
survey experiments remains one of their key advantages.

One of the few examples of a factorial survey in public management
research comes from a study by Weibel, Rost and Osterloh (2010) in
which they use experimental vignettes to probe responses to pay for
performance incentives using a sample of executive MBA students.
Specifically, the researchers varied 10 factors in their vignettes having
to do with job design, work climate and external incentives.
Respondents were then asked to estimate their likely extra work effort
in hours. The findings are a bit complex, but suggest that pay for
performance has positive effects on effort but also crowds out intrinsic
motivation, especially among those with relatively high levels of intrin-
sic motivation to begin with. It is quite possible that factorial surveys
like this can be used in many other areas of public management
research. For example, they could be used to study features of public
sector jobs that attract interest in working for government; they could
be used to probe aspects of public service delivery arrangements that
inspire confidence on the part of citizens; or they could be used to study
elements of government performance reporting that influence public
managers’ judgments of effectiveness. Indeed, in public management
research, many of the topics of interest involve complex social or
organisational objects about which people need to make decisions.
Thus, we would expect to see more use of factorial survey experiments
in the field in the coming years.

There are, however, many considerations in the design and analysis
of factorial survey experiments that complicate their ready use. For
example, there is a trade-off between the complexity (and thus realism)
of vignettes and the need to limit the number of vignettes to
a reasonable amount. In addition, there are complexities involved
when creating and assigning decks or subsets of vignettes to avoid
confounding. Another issue concerns the analysis of vignettes, which,
as mentioned, must take into account the clustering of observations by
participant, and would benefit from employing analytical techniques
that can effectively separate between- and within-subjects variation
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(e.g., multilevel modelling). These issues are discussed in a specialist
literature (e.g., Auspurg and Hinz 2015; Jasso 2006).

Conjoint Experiments

The conjoint experiment is another form of survey experimentation.
Coming originally from the field of mathematical psychology, it has
become a prime technique within marketing research (e.g., Green,
Krieger and Wind 2001; Green and Rao 1971; Raghavarao, Wiley
and Chitturi 2010), but also received some attention within political
science very recently (e.g., Hainmueller, Hangartner and Yamamoto
2014; Hainmueller, Hopkins andYamamoto 2014; Hansen, Olsen and
Bech 2015). The primary purpose of conjoint experiments is to study
so-called multidimensional choices, such as whether to purchase
a certain product, elect a politician, support the naturalisation of an
immigrant or help others. Conventional survey experiments in public
management typically focus on one experimental factor at a time (see
Bouwman and Grimmelikhuijsen 2016). That could be the price of
a product, a candidate’s political affiliation or an immigrant’s level of
education. When analysing complex multidimensional decision-
making processes, however, this might be problematic because despite
identifying the causal effect of a single manipulation, it might not be
possible to identify its distinct components. Take for example whether
respondents would be more likely to support a political candidate with
high income. Without at the same time independently randomising
education – which is arguably correlated with income – scholars will
not be able to separate these two components from each other (a
problem referred to as composite treatment effect); the two compo-
nents would likely mask each other. Therefore, within a conjoint spe-
cification, all theoretically important decision-making components and
their attributes are fully randomised and thus made statistically
independent.

The conjoint design typically features a set of pairs (e.g., two politi-
cians, or two products) and their attributes, which aremostly presented
within a table, and subsequently asks subjects which one they would
choose. An alternative would be to give each of the two a rating, or
a combination of both choosing and rating (see Hainmueller,
Hangartner and Yamamoto 2014). Conjoint experiments usually
involve multiple pairs that are presented to respondents, thus a within-
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subjects design, so that each subject is confronted with a number of
different choices to make. A respondent, for example, may choose
between two politicians each time in three consecutive pairs, with
each pair profile independently randomising the politicians’ character-
istics. Due to its rather complex design, it is typically embedded within
an online survey so as to more effectively implement the complex
randomisation procedures. For the technicalities of design, implemen-
tation and analysis procedures of conjoint experiments, see, for exam-
ple, Hainmueller, Hopkins and Yamamoto (2014).

Conjoint experiments are able to include a large number of different
attributes of multidimensional choices, thereby not only examining
their net effects (i.e., decomposing treatment effects), but also more
closely resembling real-world decision-making processes. Indeed,
a recent comparison of conjoint experiments with a behavioural bench-
mark in the field of immigrant naturalisation in Switzerland revealed
that the result of the paired conjoint was within two percentages of the
effects of real naturalisation decisions (Hainmueller, Hopkins and
Yamamoto 2014). In this experiment, authors independently rando-
mised immigrant’s gender, origin, age, years since arrival, education,
integration status and German language proficiency (28 attributes in
total, resulting in 9,216 distinct combinations) among a representative
sample of Swiss citizens, and asked them to choose which they would
vote for to be naturalised. The study compared the results of the
conjoint experiment (and other types of design) with the real naturali-
sation decisions that have been made within Swiss cantons (i.e., sub-
national units) by their citizens.

Another example comes from public management and administra-
tion research. Jilke and Tummers (2016) looked at US teachers’ poten-
tial tendency to favour certain types of students over others. They
designed a paired conjoint experiment in which they randomly varied
students’ gender, race, work effort and academic achievement (11
attributes in total, resulting in 54 distinct combinations). Presenting
three sets of pairs of student profiles with each pair profile indepen-
dently varying these attributes, they asked teachers to indicate which of
the two students they would help if they would have only a limited
amount of time available, and could devote it to one student only.
Results showed that while gender did not matter, teachers were more
likely to help students who make an effort and those who are not
performing well academically, as well as racial minorities. This study
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shows that these attributes serve as cues of deservingness that can
influence how teachers respond to students.

Internet Panels and Crowd-Sourcing

One of the reasons for the rise of survey experiments not only in public
management research, but across the social sciences has to do with new
technologies of survey sampling and participant recruitment. Indeed, an
entire industry has arisen in the past decade or so around the potential of
Internet panels (also known as online access panels) to recruit large
numbers of potential survey respondents. YouGov, Ipsos MORI,
Lightspeed GMI, GfK Knowledge Networks and even Google
(Consumer Surveys) are just a few of the many companies that have
recruited online panels with millions of potential survey respondents
from around the world. Coupled with the power and features of online
survey software, these large online panels provide unprecedented oppor-
tunities for researchers to conduct experiments on large samples of
diverse respondents representing national and even international popu-
lations. Although often not probability samples, these online panels
nevertheless have distinct advantages over the traditional experimental
subject pools composed of university students, which are much more
homogeneous and less representative of real citizens, voters or workers.
A number of studies in public management journals have used Internet
panels, and indeed the ease and potential of the method may well be
a key reason why survey experiments and studies of citizens are among
themost popular types of experiments in the field thus far, as discussed in
Chapter 2. But there are some concerns about Internet panels having to
do with the motivations and quality of respondents, for example, con-
cerns about semiprofessional survey respondents who speed through
surveys to earn incentives or even automated ‘bots’ that respond in
place of real people (e.g., Goodman, Cryder and Cheema 2013; Suri
andWatts 2011). Despite these drawbacks, Internet panels have undeni-
able advantages and are rapidly becoming the dominant method of
survey data collection in both commercial and academic research.

Another source of survey participants has gained traction rapidly in
recent years, especially for more academic studies, and that is online
labour markets, of which Amazon’s Mechanical Turk (MTurk) is by
far the best known example. MTurk is described by Amazon as
a marketplace for work that requires human intelligence. Businesses
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use MTurk for temporary intelligence tasks, such as coding or identi-
fying information in texts or images. Researchers, however, use
MTurk to recruit participants, essentially presenting their survey or
experiment as a human intelligence task. MTurk workers get paid for
each task they complete, often only small amounts (sometimes less
than a US dollar per task). This allows researchers to vary the incen-
tives for different studies, depending on length and difficulty, as well
as structuring the payments as an economic incentive that can become
part of the experiment itself (as in the case of economic games). More
generally, MTurk provides a way to recruit many hundreds of parti-
cipants for a survey experiment rapidly and with relatively little
expense. A methodological literature is developing on the character-
istics and quality of MTurk samples (e.g., Bohannon 2011;
Christenson and Glick 2012; Huff and Tingley 2015; Paolacci and
Chandler 2014). Experiments using MTurk have started to appear
already in public management research (e.g., Christensen and Stritch
2016; Jilke, Van Ryzin and Van de Walle 2015; Marvel 2015), and we
would expect to see many more in the years ahead.

Conclusions and Prospects for Public Management Research

Survey experiments have emerged as amajor method in public manage-
ment research, and indeed across the social sciences, due in large part to
rapid advances in computer-assisted telephone interviewing, web sur-
vey software and an abundance of participants recruited by online
panels and crowd-sourcing platforms like MTurk. And survey experi-
ments have evolved over the years from relatively basic split-ballot
studies, focused on narrow measurement issues, to multifactor experi-
ments of substantive issues that make use of complex randomisation,
multimedia elements and even interactive games. As discussed earlier,
survey experiments often combine the external validity of representa-
tive survey sampling with the internal validity of rigorous experimental
designs. Indeed, the growing use and expanding potential of survey
experiments guarantees that this method will play a major role in
experimental public management research for some time to come.
However, there are some challenges and concerns about the field’s
reliance on survey experiments.

As we have seen, and as several of the chapters within this book
demonstrate, survey experiments have been the most common type of
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experimental study in public management research to date, particularly
survey experiments involving citizens. One issue for the field to consider
is how to expand the potential of survey experiments to other popula-
tions of interest, especially public managers and frontline workers, as
well as politicians and related actors, such as nonprofit managers.
Surveying these specialised populations can be a challenge, as they are
not necessarily well represented in online panels of the general popula-
tion or in crowd-sourcing platforms like MTurk. Some commercial
Internet panels allow targeting by profession, whichwould enable public
management researchers to sample government workers only, rather
than the general public. Another option is for the field to develop its
own specialised Internet panels of public sector worker or managers,
recruiting from professional associations and networks. The Public
Service Research Panel, housed at Rutgers University’s Center for
Experimental and Behavioral Public Administration in the United
States, is an example of an effort along these lines (see PSRPanel.org).
Of course, some public officials can also be sampled and contacted
directly, as in the study of performance information and blame avoid-
ance byNielsen and Bækgaard (2015) involving several hundred Danish
city counsellors. Another possibility would be to partner with profes-
sional associations to get access to their members, as Jilke and Tummers
(2016) did in their conjoint experiment involving US teachers.

Although survey experiments claim to combine internal and external
validity, they often involve artificial or hypothetical treatments, such as
vignettes, or stylised outcomes, such as behavioural intentions rather
than real behaviours. For example, a survey experiment might present
photos of street cleanliness and then ask people to rate their satisfaction
with government performance, as VanRyzin (2013) did. However, this
approach raises the question of how far this means of presentation
resembles how people actually experience street cleanliness and make
real satisfaction judgments about actual public services in their daily
lives. Sampling is only one aspect of external validity, in other words,
while the generalisability of the experimental treatments and proce-
dures to their real-world counterparts (also referred to as mundane
realism) is another important aspect. Survey experiments dowell on the
first count, but often less well on the second. Thus, public management
researchers should look for ways to make survey experiments more
realistic, for example, by using real rather than fictitious information
about government. Still, typical survey experiments have limitations in
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this regard, and thus an important role remains for other methods,
notably field experiments with behavioural outcomes, to test real-
world interventions.

A related problem of survey experiments concerns the durability of
treatment effects. In many survey experiments, whether treatment
effects last over time, and under what conditions, is seldom examined.
For example, if the display of performance information would only
temporarily alter subjects’ perceptions or attitudes but vanish along the
way when it comes to being transformed into actual behaviour, then
the real-world relevance of such effects may be questioned. However,
as Mutz (2011) points out, often the assumption in survey experiments
is that the short-term treatment (such as exposure to government
performance information) is repeated or ongoing in the real world,
and thus even short-term effects in the context of a survey can have
practical implications if they suggest a cumulative or sustained causal
process operating in the social or political world. In either case, public
management researchers should examine ways to assess the durability
of treatment effects within the survey experiments they conduct, or at
least to address these issues more explicitly. Indeed, longitudinal sur-
veys are well suited to assess the timespan of treatment effects but are
underutilised in public management research.

The use of survey experiments administered through online platforms
has increased the feasibility of their use but comes with some loss of
control. Researchers using online platforms cannot be sure whether
study participants actually read or comprehend all experimental materi-
als, or just rush through the questionnaire. Therefore, survey experimen-
ters are well advised to include checks to make sure that these survey
satisficers do not reduce the statistical power and reliability of their data.
One of the options for doing so is to include so-called instructional
manipulation checks (Oppenheimer, Meyvis and Davidenko 2009) in
the survey – preferably before experimental treatments are allocated to
participants. These are small questions that can be used to filter out
subjects who rush through the questionnaire. However, researchers
clearly need to report whenever and why participants are screened out.

As we have discussed in this chapter, survey experiments have
become one of the most popular modes of experimentation in public
management research. And there exist a great variety of designs to
choose from, such as split ballots, list experiments, factorial designs
or conjoint experiments. Some of these designs have been discussed in
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this chapter, but many other types exist as well (for an overview, see
Mutz 2011). But while survey experiments hold great potential to
advance our knowledge about substantive and methodological issues
in public management research, we also need to acknowledge their
limitations. A research agenda that combines different types of experi-
ments such as laboratory, field and survey experiments – together with
findings from nonexperimental quantitative and qualitative methods –
will, in our opinion, provide the best approach to building a credible
evidence base. Therefore, replicating and extending findings from sur-
vey experiments across various methods is particularly important for
the continued success of an experimental public management.
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